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ClangIR in 2026
Benchmarks, Self-Hosting, and Compile Time
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The test suites have nearly caught up
Pass rates on upstream main since the incubator was archived. x86_64, -O2.
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S E P T E M B E R ,  S I D E  B Y  S I D E

S U I TE C I R C L A S S I C

SingleSource 99.5% 99.7%

MultiSource 98.0% 98.0%

libc++ std/ 97.0% 97.4%

SPEC CPU 2017 17/18 18/18

SPEC CPU 2026 40/47 47/47

coreutils 9.11 1527 1527

SPEC CPU 2026 and coreutils are new this fall; coreutils matches
Classic test for test.

C L A NGIR  IN  20 26  — BRU NO  C A RDO S O  L O P E S



S E L F - H O S T I N G 0 3

Clang now compiles all of itself
Every LLVM and Clang translation unit, built one at a time by a -fclangir clang.

4,744 / 4,744
translation units compile in September

U N I T S  T H AT  FA I L  TO  C O M P I L E
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T H E  F U L L  S TA G E  2

✓ Every unit compiles

✓ The CIR-built clang links

✓ Its TableGen output is byte-identical
221/221 generated headers

✓ It passes check-clang

every test — the self-built clang checks out
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The compile-time gap is closing
The five slowest files in the self-host build: CIR vs Classic

September report comdat fix today

1× 2× 3× 4×
parity

Registry.cpp 3.1× → 1.11×

ASTImporterTest.cpp 2.9× → 1.15×

SLPVectorizer.cpp 2.0× → 1.14×

OpenMPDecompositionTest.cpp 4.1× → 1.14×

SemaExpr.cpp 3.0× → 1.21×

−78%
of CIR’s extra time

W H E R E  T H E  1 2 3  S  C A M E  F R O M

Quadratic hot spots −64.8 s

One-shot conversion −13.5 s

No inter-pass verifier −12.5 s

Fewer IR walks −9.7 s

Return-slot elision −6.9 s

Skip unchanged records −6.3 s

Upstream improvements −5.2 s

mem2reg, CFG cleanup −4.4 s

All on one branch: 30 fixes, 3 upstreamed so far
bcardosolopes/llvm-project · compile-time-investigations

Assertion-enabled build (serial 3-run medians). Release build: 1.15–1.20×
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https://github.com/bcardosolopes/llvm-project/tree/compile-time-investigations
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Beyond the worst five, the typical file costs 1.16×
The 100 slowest files during selfhost: CIR vs Classic.
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0.8× 0.9× 1.0× 1.1× 1.2× 1.3× 1.4× >1.5×

← faster with CIR

Release · median 1.16×

R+A · median 1.13×

▲ under the axis marks each median

files per 0.05× bin

1.16×
for the median file

65 of 100 within 1.2×

1.18× overall
2,137 s vs 1,814 s

6 s to 66 s per file

9 s to 87 s with CIR
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On LLVM’s compile-time benchmark: 1.12×
CTMark, CIR vs Classic.

0.9× 1.0× 1.1× 1.2× 1.3× 1.4×

tramp3d-v4 0.98× 15.4 vs 15.7 s

lencod 1.09× 12.3 vs 11.3 s

7zip-benchmark 1.10× 43.9 vs 39.9 s

bullet 1.11× 21.8 vs 19.6 s

pairlocalalign 1.12× 7.4 vs 6.6 s

clamscan 1.14× 12.6 vs 11.1 s

SPASS 1.15× 10.7 vs 9.3 s

sqlite3 1.16× 8.6 vs 7.4 s

kc 1.24× 9.4 vs 7.6 s

consumer-typeset 1.35× 8.5 vs 6.3 s

1.12×
across all 10 programs

150.6 s vs 134.8 s
total build time

tramp3d-v4 already faster with CIR
the template-heavy C++ one

All 10 build with CIR

Release build
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CIRGen keeps pace; the pipeline is the cost
OpenMPDecompositionTest.cpp, phase by phase (Release build)

Classic Parse + Sema
4.4 s

CodeGen
10.0 s

LLVM opt + codegen
7.7 s 22.0 s

CIR Parse + Sema
4.4 s

CIRGen
9.6 s

LLVM opt + codegen
8.0 s 26.2 s

CIR passes 1.5 s Lowering to LLVM 2.7 s

+4.2 s: the CIR pipeline

I R  E M I S S I O N

CIRGen −0.4 s
Emitting CIR costs about the same as

Classic emitting LLVM IR directly.

C I R  P I P E L I N E

The whole gap
CIR-to-CIR passes, then lowering to

LLVM IR: what’s left to optimize.

L LV M  B A C K  E N D

A wash
8.0 vs 7.7 s: LLVM handles CIR’s IR

almost as fast as Classic’s.
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Inside the CIR pipeline, the time goes to MLIR
The +4.2 s from the previous slide, CPU breakdown

MLIR: IR walks MLIR: everything else CIR code
LLVM libraries Memory & system

CIR-to-CIR passes
1.51 s

33% 42% 13%

CXXABI, CallConv, TargetLowering, Simplify, LoweringPrepare, Canonicalize

Prelowering
0.74 s

36% 29%

Hoist, FlattenCFG, EHABI, GotoSolver, Mem2Reg

Convert to LLVM dialect
1.00 s

54% 19%

MLIR dialect conversion: CIR ops → LLVM dialect

Translate to LLVM IR
0.93 s

32% 36% 18%

LLVM dialect → llvm::Module, then the LLVM IR verifier

8%
is CIR’s own code (0.3 s)

MLIR: 2.7 s (64%)
1.0 s walking the IR; the rest: dialect

conversion, uniquing, symbol lookups

LLVM libraries: 0.6 s
hashing, building the LLVM IR

Memory & system: 0.6 s
allocator, page faults

C L A NGIR  IN  20 26  — BRU NO  C A RDO S O  L O P E S



W H A T ’ S  N E X T 0 9

Next: make the simpler IR pay off
 

L LV M  O P T I M I Z E R

Stop the inliner churn
CIR hands LLVM 30% fewer instructions,

yet the inliner revisits functions 33% more

often. Fix that and the optimizer gets

cheaper.

C I R  P I P E L I N E

Faster lowering
The CIR pipeline is the whole

remaining gap. Its lowering time goes

mostly to MLIR’s conversion

machinery, not CIR code: speed up the
framework, not just CIR.

U P S T R E A M

Land the branch
30 fixes on one branch, 3 upstreamed so

far: one small PR per fix.

“Hand LLVM simpler IR, and the rest of the pipeline gets cheaper.”
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